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ABSTRACT

We present a streaming 4D interaction forecaster that turns an autoregressive video
model into a structured predictor of future hand motion and contact. Given recent
egocentric visual and state observations, the model predicts future interaction as a
joint state of bimanual articulated hands, egocentric camera motion, and joint-wise
hand-object proximity. This structured representation captures both motion and
interaction cues in explicit geometry, providing a forecasting space that is more
directly usable than generated video alone. We realize this representation with a
4D state decoder that extracts structured interaction trajectories from intermediate
denoising features of an autoregressive video model. The decoder uses current hand
and camera states to ground its predictions in the present scene, while incoming
observations continually update the forecast. Trained on egocentric clips spanning
lab-collected 3D data and diverse in-the-wild videos, our method improves articu-
lated hand forecasting over prior baselines under matched observation and state
access, while additionally predicting future hand-object proximity cues. We further
demonstrate contact-guided interaction in physics simulation using the predicted
hand motion and proximity cues as control references.

1 INTRODUCTION

Anticipating how human hands will move and interact with objects is important for understanding
and acting in dynamic environments (Chen et al., 2026b; Li et al., 2025a; Liu et al., 2026a). A useful
forecast should capture not only where the hands will move, but also how they articulate, how the
egocentric viewpoint changes, and where contact with the scene is likely to occur. Generative video
models (Yang et al., 2025; Team Wan et al., 2025; Agarwal et al., 2025; HaCohen et al., 2024) are a
promising source of such forecasts because they learn rich priors over how human interactions evolve
over time. Yet their predictions are primarily expressed as future visual content (Chen et al., 2025).
For downstream interaction reasoning and control, it is often more useful to expose these predictive
priors as explicit geometric states that describe future motion and interaction.

Recent work has shown that intermediate representations of video generative models contain useful
structure beyond rendered pixels, enabling motion and action readout before video synthesis is
complete (Ma et al., 2026b; Pai et al., 2025; Li et al., 2026a; Zheng et al., 2026; Ding et al., 2026;
Ang et al., 2026). Other approaches recover geometric trajectories from generated video (Chen et al.,
2025) or reconstruct hand motion and hand-object interactions from observed videos (Zhang et al.,
2025; Ye et al., 2026b). In this work, we aim to expose the predicted visual future as a structured
interaction trajectory that captures how articulated hands move, how the viewpoint evolves, and
where interaction with the scene occurs. As the interaction unfolds, this forecast should also adapt to
newly observed visual and state information.
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To this end, we introduce a streaming 4D interaction forecaster built on an autoregressive video
model. Rather than treating predicted video as the only representation of the future, we decode its
predictive features into a joint trajectory of articulated bimanual hands, egocentric camera motion,
and joint-wise hand-object proximity. This provides explicit geometric and interaction cues over the
future horizon while retaining the predictive prior of the video backbone. As new observations arrive,
they replace the previously generated continuation in the model context, allowing the structured
forecast to be revised with the evolving interaction.

We realize this representation with a 4D state decoder that extracts structured interaction trajectories
from intermediate denoising features of the video backbone. The decoder combines predictive
visual features with structured state queries across space and time. Observed hand and camera states
condition these queries and ground the decoded future in the latest available state. For hand motion,
state-relative output further anchors the trajectory to the supplied current wrist while preserving the
decoded articulation and orientation.

The resulting formulation supports receding-horizon forecasting over an unfolding interaction. At
each update, newly observed video and states are incorporated into the autoregressive context and a
new structured future is decoded. In addition to forecasting articulated motion, the model predicts
joint-wise proximity to objects, providing contact cues aligned with the hand trajectory. Beyond
continuous forecasting on recorded egocentric video, we demonstrate contact-guided interaction in
physics simulation, where predicted hand motion provides a motion reference and contact cues guide
the downstream controller.

Our contributions are threefold. (1) We introduce a streaming 4D interaction forecasting framework
that jointly represents articulated hand motion, egocentric camera motion, and hand-object proximity,
and continually updates this forecast from incoming observations. (2) We develop a state-grounded
4D decoder that extracts structured interaction trajectories from the predictive features of an autore-
gressive video model while conditioning on observed hand and camera states. (3) We demonstrate
improved articulated hand and proximity forecasting across four egocentric motion-capture corpora
and further demonstrate streaming forecasting on recorded egocentric video and contact-guided
interaction in physics simulation.

2 RELATED WORK

Egocentric hand and interaction forecasting. Egocentric forecasting has progressed from pre-
dicting coarse hand trajectories and interaction regions to modeling increasingly detailed 3D hand
motion. Earlier work forecasts hand trajectories, interaction hotspots, or uncertainty over future
motion (Liu et al., 2022; Bao et al., 2023; Ma et al., 2025; 2026a), while more recent methods predict
articulated hand pose (Hatano et al., 2025; Choi et al., 2026; Shi et al., 2026). VITRA and Being-H0
further model future hand motion from egocentric observations based on VLMs, providing strong
baselines for articulated forecasting (Li et al., 2025a; Luo et al., 2025), while SFHand supports au-
toregressive forecasting with representations transferable to manipulation policies (Liu et al., 2026a).
In parallel, short-term anticipation benchmarks such as Ego4D predict interacted objects and time to
contact (Grauman et al., 2022). These approaches typically focus on either future hand geometry
or interaction events. Our formulation brings the two together by forecasting articulated 3D hand
motion alongside joint-wise hand-object proximity.

World action models and structured motion readout. Video generative models are increasingly
used not only to synthesize future observations, but also as predictive representations for control and
structured motion. One line of work recovers actions or motion from generated video (Du et al., 2023;
Ko et al., 2024; Li et al., 2026b; Dharmarajan et al., 2025), while another couples visual prediction
directly with action generation (Li et al., 2025b; Zhu et al., 2025; Ye et al., 2026a; Li et al., 2026a).
Some approaches decode task-relevant quantities directly from intermediate video-model features:
Video Prediction Policy predicts robot actions from an early denoising pass (Hu et al., 2025), while
MotionWAM, DreamTraj, and Adaptive-WAM decode humanoid motion, object trajectories, and
driving trajectories (Zheng et al., 2026; Ding et al., 2026; Ang et al., 2026). These methods establish
video models as useful predictive backbones beyond pixel generation, but their structured readouts
are generally specialized to a particular action or motion space. We instead decode a unified future
interaction state and update it repeatedly as new observations arrive.
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Figure 1: Streaming structured interaction forecasting. (a) Conditioned on available hand and
camera states, our 4D state decoder extracts articulated hand motion, egocentric camera motion, and
hand-object proximity from observation and forecast features of an autoregressive video model. (b)
As new observations arrive, they replace the previous predicted continuation and update the structured
forecast. Simulated execution additionally feeds back executed states and rendered observations.

Hand reconstruction and contact estimation. A separate body of work recovers detailed hand
geometry and interaction from observed images and video. HaMeR, HaWoR, and Dyn-HaMR
estimate articulated hands and hand motion under moving cameras (Pavlakos et al., 2024; Zhang et al.,
2025; Yu et al., 2025), while ViDiHand and ACE-Ego-Hand show that video diffusion representations
provide strong features for hand reconstruction (Wang et al., 2026; Liu et al., 2026b). These
methods primarily reconstruct observed motion rather than forecast future interaction. Our decoder
builds on the geometric readout design of ACE-Ego-Hand, extending it to predictive decoding with
observed-state conditioning, camera motion, and future proximity. Contact has also been modeled
explicitly: HACO estimates dense hand-surface contact (Jung & Lee, 2025), while VideoManip
refines reconstructed hand-object interactions for downstream policy learning (Chen et al., 2026a).
In our setting, proximity is forecast together with future hand motion and does not require object
geometry as forecaster input.

3 METHOD

We build a streaming 4D interaction forecaster on an autoregressive video model. Given recent
egocentric observations, the video backbone predicts a future visual continuation and exposes
intermediate denoising features over the observation and forecast windows. A 4D state decoder
extracts from these features a structured interaction trajectory comprising articulated bimanual hands,
egocentric camera motion, and joint-wise hand-object proximity. Available hand and camera states
condition the decoder, grounding the structured forecast in the current scene. As new observations
arrive, they replace the previously generated continuation in the autoregressive context, and the model
produces an updated forecast. Figure 1 summarizes the pipeline and the streaming cycle.

3.1 PROBLEM FORMULATION

At the last observed frame t, the forecaster F receives an egocentric visual history O≤t, camera
intrinsics K, available observed hand and camera states A≤t, and a language instruction ℓ. Given a
stochastic future-latent initialization ϵ, the model forecasts a structured 4D interaction trajectory over
the next H frames:

Ŝt+1:t+H = F (O≤t,K,A≤t, ℓ; ϵ) , (1)

where ϵ denotes the stochastic initialization of the future video latent introduced in Sec. 3.2.

For each future frame f ∈ {t + 1, . . . , t + H}, the state jointly represents two articulated hands,
camera motion, and joint-wise hand–object proximity:

Sf =
(︁
hLf , h

R
f ,Tf , c

L
f , c

R
f

)︁
, haf =

(︁
taf ,R

a
f ,θ

a
f ,β

a
)︁
, (2)

for hand a ∈ {L,R}.
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We represent each hand using MANO (Romero et al., 2017) parameters: translation taf ∈ R3

in the camera coordinates of frame f , global orientation Ra
f ∈ SO(3), local finger articulation

θaf ∈ SO(3)15, and shape βa ∈ R10. Shape is shared across the forecast window, while translation,
orientation, and articulation vary over time. The camera transform Tf ∈ SE(3) maps geometry from
frame f into the reference camera frame at t. We additionally predict scalar hand-existence and
visibility probabilities.

The proximity cue caf ∈ [0, 1]21 assigns each hand joint a probability of lying within δ = 2 cm of
an object surface. We derive these supervision labels from annotated hand–object geometry during
training; object geometry is not provided to the forecaster at inference.

3.2 DECODING 4D INTERACTION TRAJECTORIES

We realize the forecaster F with an autoregressive video backbone Gϕ and a structured state decoder
Dψ. The backbone exposes intermediate features for both observed and forecast blocks during
denoising. Conditioned on available hand and camera states, the decoder extracts the 4D interaction
trajectory directly from these features without RGB decoding (Figure 2).

Predictive video features. We encode the observed video history O≤t into a clean latent context
zobs and initialize the future latent block with Gaussian noise ϵ. The observed block is processed
once as clean context at τ = 0, and its cached representation conditions all subsequent denoising
calls. We denote its intermediate features by

Zobs
t = Gfeat

ϕ

(︁
zobs, ℓ, 0

)︁
. (3)

These observed features are shared across denoising readouts.

The backbone then iteratively denoises the future block conditioned on the cached observed context
and language instruction ℓ. Let zfut,(k) denote the future latent block entering the k-th denoising call,
with zfut,(1) = ϵ, and let τk denote the corresponding diffusion timestep. We extract forecast-block
features as

Z
fut,(k)
t = Gfeat

ϕ

(︂
zfut,(k); zobs, ℓ, τk

)︂
, (4)

where the semicolon indicates conditioning on the cached observed context. Thus, τk applies only
to the forecast block, while Zobs

t remains fixed across readouts. Readout settings are detailed in
Appendix A.1.

The observed and forecast features are projected into the decoder hidden dimension and augmented
with viewing-ray encodings derived from the camera intrinsics K, associating each spatial token
with its viewing direction in camera coordinates. A learned type embedding distinguishes observed
and forecast features, while temporal organization follows the backbone’s latent representation. We
denote the resulting video tokens at readout k by X(k). The structured forecast is then

Ŝt+1:t+H = Dψ

(︂
X(k),K,A≤t

)︂
. (5)

The decoder also produces states for the observed frames. We use Ŝt+1:t+H to denote the forecast
portion of its output; decoded observed states are used for observed-state reconstruction and for
grounding the future trajectory below.

State-conditioned spatiotemporal decoding. To recover frame-level interaction states from tem-
porally compressed video features, we introduce two hand queries, 42 joint queries, and one camera
query at each output frame. These queries represent hand pose and articulation, joint geometry and
proximity, and viewpoint motion, respectively. Let qf,m denote the learned query for state slot m
at frame f . Available hand and camera states condition these queries before visual information is
aggregated. For observed frames f ≤ t,

q̃f,m = qf,m + vf,mAm(af,m), (6)

where Am projects the observed quantity af,m and vf,m indicates its availability. Hand queries
receive pose and translation parameters, joint queries receive 3D joints and 2D keypoints, and camera
queries receive the camera transform and focal parameters. Missing states leave the learned query
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Figure 2: 4D state decoder. State-conditioned hand, joint, and camera queries interact with observa-
tion and forecast features across space and time to extract articulated hand motion, camera motion,
and joint-wise proximity.

unchanged, supporting full state histories, current-state-only conditioning, and partial observations.
Future queries receive no observed-state addition.

Let Q1 be the stacked state queries after Eq. 6, and let X1 = X(k). For decoder block l, we denote the
incoming state and video tokens by Ql and Xl. We denote self-attention by SA(·) and cross-attention
by CA(Q,X), with queries from Q and keys and values from X. Each block performs[︁

Qloc
l ; Xloc

l

]︁
= SAframe([Ql ; Xl]) ,

Qvis
l = CAvideo

(︁
Qloc
l ,Xloc

l

)︁
,

Ql+1 = SAstate

(︁
Qvis
l

)︁
,

Xl+1 = Xloc
l ,

(7)

where [ · ; · ] denotes concatenation along the token dimension. Frame-wise attention jointly updates
state and video tokens grouped at the same latent time, gathering local spatial evidence. Video
cross-attention then reads across the full observed and forecast windows, while state self-attention
exchanges information among hand, joint, and camera queries across time. Per-stream feedforward
layers are omitted from Eq. 7 for clarity.

Geometric readout and grounding. Prediction heads map the state queries from the final decoder
layer to hand parameters, camera motion, and proximity. Hand queries predict global and finger
rotations, optical depth, existence, and visibility, while temporally pooled hand features produce
one shape vector per hand. Joint queries predict wrist-relative 3D joints and joint-wise proximity
probabilities, and camera queries predict Tf . We obtain 2D joint locations through spatial attention:
in the final decoder layer, one frame-wise attention head restricts each joint query to video tokens at
the corresponding latent frame. A soft-argmax over its attention weights and normalized grid-cell
centers yields the 2D keypoint (Liu et al., 2026b).

Articulation determines hand geometry but not its camera-frame placement. We recover hand
translation with a mixed-PnP scheme that combines learned depth with geometric alignment following
ACE-Ego-Hand (Liu et al., 2026b). Writing t = (tx, ty, tz)

⊤ with frame and hand indices suppressed,
the hand query fixes tz through the predicted optical depth of the MANO translation origin. With
this depth fixed, we align the MANO joints from the predicted pose and shape with the predicted
2D keypoints under intrinsics K, solving for (tx, ty) by closed-form linear least squares. If too few
correspondences are valid or reprojection error is high, we instead place the wrist along its predicted
viewing ray at the same depth. Both paths preserve articulation and depth, while visual joint evidence
determines image-plane placement.

Observed-state conditioning informs the decoded motion but does not enforce exact coordinate
agreement. When the current wrist is available, we therefore anchor the future trajectory to it. Let
Ĵaf,j be the decoded joint position mapped into the reference camera frame, Ĵat,w the decoded wrist at
the current frame, and Jat,w the observed wrist. For f ∈ {t+ 1, . . . , t+H},

J̃af,j = Ĵaf,j + Jat,w − Ĵat,w. (8)
The same offset is applied to every joint and future frame of a hand, preserving articulation and
orientation while aligning the trajectory origin with the current state. State conditioning and wrist
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rebasing therefore provide complementary forms of grounding: the former informs the decoded
motion, while the latter enforces agreement with the current trajectory origin.

3.3 TRAINING

Datasets. We train on egocentric human video from ARCTIC, HOT3D, OakInk2, and TACO (Fan
et al., 2023; Banerjee et al., 2025; Zhan et al., 2024; Liu et al., 2024), together with EgoDex and
VITRA-1M (Hoque et al., 2025; Li et al., 2025a). The first four provide annotated hand, camera,
and object geometry, from which we derive joint-to-object proximity labels. EgoDex and VITRA
provide estimator-derived hand and camera trajectories without object supervision. We mix the data
sources through weighted sampling and apply each supervision term only where the corresponding
annotation is available. The 81-frame clips provide both observed histories and future continuations,
while VITRA’s shorter 25-frame clips contribute only to observed-video decoding. Details are further
provided in Appendix A.4.

Objective. We train the 4D state decoder with the video backbone fixed, constructing backbone
features from recorded futures at the same noise levels used at inference. We optimize a multi-task
objective over hand geometry, camera motion, and proximity:

L = λ3DL3D + λ2DL2D + λposeLpose + λcamLcam + λproxLprox + λauxLaux. (9)

The geometric losses supervise wrist-relative and camera-frame joints, translation, 2D keypoints, and
hand rotations. Camera motion is supervised in the reference camera frame, while proximity uses
binary cross-entropy against the joint-to-object labels. Auxiliary losses supervise shape, existence,
visibility, and temporal smoothness. We vary the availability of observed state anchors during training
so that the decoder can operate with different amounts of state information. Appendix A provides the
full loss definitions and weights.

3.4 STREAMING INFERENCE

At inference time, we apply the forecaster in a receding horizon as new observations arrive. At each
forecast origin t, the model takes the most recent visual history O≤t together with available hand
and camera states A≤t and produces a structured forecast Ŝt+1:t+H . After new observations become
available, the forecast origin advances and the model predicts a new future from the updated context.
Importantly, generated future frames are never treated as observations in subsequent updates. Instead,
newly observed frames replace the corresponding portion of the previous predicted continuation,
keeping each forecast grounded in actual visual and state feedback. The retained observation
history provides temporal context, while the latest hand and camera states anchor the new structured
trajectory.

The same update rule supports two inference settings. For recorded-video forecasting, new RGB
frames and states are read directly from the recorded sequence. For simulated execution in a
physics simulator, a short prefix of the predicted trajectory is executed, and the resulting rendered
observations and executed states are fed back into the next forecasting step. Thus, the forecaster itself
is unchanged across the two settings; only the source of incoming observations differs. Each update
requires encoding the current observation window and predicting a new future latent block with the
autoregressive video backbone before decoding the structured trajectory. We report implementation
details and the runtime of this recurring computation in Appendix E.

4 EXPERIMENTS

We evaluate our structured interaction forecasts along three axes: articulated hand motion, future
hand-object proximity, and continuous forecasting as new observations arrive. Quantitative evaluation
uses held-out sequences from four egocentric motion-capture datasets, while qualitative experiments
examine streaming forecasts on recorded video and their use as motion and contact references in
physics simulation.

Datasets. We evaluate on 291 clips from ARCTIC, HOT3D, OakInk2, and TACO (Fan et al., 2023;
Banerjee et al., 2025; Zhan et al., 2024; Liu et al., 2024), weighting the four datasets equally in
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Table 1: Articulated hand forecasting. Longer visual context improves single-forecast accuracy at
both short and long horizons. Sample-set metrics reveal a different trade-off across methods. Errors
are in cm.

Method Frames 0.53 s (16 frames) 1.07 s (32 frames)

Avg↓
Best10
Avg↓ Final↓ ES↓ Avg↓

Best10
Avg↓ Final↓ ES↓

Current hand state given
Persistence 1 5.23 – 8.94 6.65 8.61 – 14.10 11.01
VITRA 1 10.32 8.24 19.04 9.71 – – – –
Ours 1 5.94 5.69 9.33 6.63 9.05 8.73 14.07 10.42
Ours 29 4.59 4.18 7.69 4.87 7.48 6.91 12.38 8.25

No hand state input
Being-H0 1 9.15 6.34 12.87 5.67 12.51 8.82 18.03 8.12
Ours 1 6.53 6.28 9.74 7.09 9.54 9.21 14.45 10.75

aggregate metrics. Each clip provides synchronized egocentric video with annotated hand and camera
states, while object geometry supports evaluation of hand-object proximity. We evaluate three forecast
origins per clip, at frames 28, 36, and 44. A forecast point is scored at a given horizon only when
both hands have valid annotations at the origin and throughout that horizon. Unless otherwise stated,
the model observes 29 RGB frames and forecasts up to 32 future frames; quantitative evaluation is
performed at 16 and 32 frames, corresponding to 0.53 s and 1.07 s at the datasets’ 30 Hz frame rate.

Baselines and metrics. We compare articulated hand forecasting against persistence, VITRA (Li
et al., 2025a), and Being-H0 (Luo et al., 2025). Persistence holds the annotated current hand pose fixed
over the forecast horizon and serves as a zero-motion reference. VITRA predicts future articulated
hand motion from a single egocentric frame, the current hand state, and a language instruction,
whereas Being-H0 predicts future hand motion from a single frame and task instruction without
hand-state input. We therefore evaluate our model under corresponding one-frame and state-access
settings, in addition to our default 29-frame configuration. For comparisons without state input,
trajectories are aligned to the annotated current wrist at evaluation. Training exposure differs across
methods, so these comparisons match inference inputs rather than training data.

We evaluate both wrists and ten fingertips in the reference camera frame of the last observation,
without future scale fitting. Avg is the mean Euclidean error over all future frames and keypoints,
while Final measures endpoint error. For stochastic forecasts, both metrics are computed per sample
and averaged over ten trajectories. Best10 Avg measures sample-set coverage by selecting the
complete trajectory with the lowest average error among ten samples. We additionally report the
fair energy score (ES), a distributional metric that accounts for both agreement with the recorded
future and diversity across samples. Full metric definitions and aggregation details are provided in
Appendix B.

4.1 STRUCTURED INTERACTION FORECASTING

Articulated hand forecasting. Table 1 compares future articulated hand motion across the four
evaluation corpora. Our default 29-frame model achieves the strongest single-forecast Avg and
Final errors at both forecast horizons. Compared with the one-frame setting, using visual history
substantially improves forecasting accuracy, showing the benefit of observing how the interaction
evolves before predicting its continuation. Under matched one-frame inputs, our model improves
over VITRA when the current hand state is provided and over Being-H0 without state input. Our
advantage is strongest in single-forecast accuracy, which is particularly relevant when a downstream
system consumes one trajectory at a time. Being-H0, in contrast, achieves stronger distributional
sample quality, with lower ES at both horizons and lower Best10 Avg at 1.07 s. Figure 3 qualitatively
compares the predicted trajectories over time.

Hand-object proximity forecasting. We evaluate future proximity at two levels in Table 2. (a)
Future contact state measures whether each hand is in contact over the forecast horizon, where contact
is defined by any joint lying within 2 cm of an object surface. Our model achieves strong hand-level
accuracy and AP relative to persistence baselines. (b) Future contact events evaluate transitions into
and out of contact using onset/release precision and recall together with timing error on detected
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Ours (1)GT Ours (29) VITRA Being-H0 Persistence All

t+
8

t+
16

t+
32

Input frame at t

Current hand state

Figure 3: Hand articulation forecasting comparison. Each block shows the input frame and
supplied current hand state (left), forecasts at t+8, t+16, and t+32 with ground-truth outlines
overlaid, and a 3D overlay of all methods (right). VITRA is evaluated only through t+16.

Table 2: Future hand-object proximity forecasting. Our model predicts future proximity states and
contact events from the same structured interaction forecast. Event metrics pool events across the
four corpora.

(a) Future contact state

Method Acc.↑ AP↑
GT-state persistence 0.84 0.91
Estimated-state persistence 0.80 0.93
Ours 0.90 0.97

(b) Future contact events

Event P ↑ R ↑ ∆t ↓ (s)

Onset 0.85 0.91 0.15
Release 0.46 0.27 –

Pr
oj

ec
tio

ns
4D

 S
ta

te

GT Ours Ace-Ego-Hand HaWoR Dyn-HaMR

Figure 4: Observed-state reconstruction. Our decoder recovers globally consistent hand and camera
motion from observed egocentric video while preserving articulated hand structure.

events. Onset is predicted reliably, while release remains substantially more challenging. Because
proximity is predicted per joint alongside the articulated trajectory, the forecast provides spatially
localized interaction cues rather than only a hand-level event; the per-joint cue itself is validated on
observed video against HACO (Jung & Lee, 2025) in Appendix C. Full definitions are provided in
Appendix B.6.

4.2 QUALITATIVE RESULTS

Observed-state reconstruction. Figure 4 qualitatively compares the structured geometry recovered
from observed egocentric video. Our decoder recovers articulated hand shape, global placement, and
camera-relative motion from the observed sequence. These examples complement the quantitative
reconstruction results in Appendix C and verify that the same decoder used for forecasting produces
meaningful states on observed frames.

Streaming forecasting. Figure 5 illustrates how the structured interaction forecast evolves as new
observations arrive. We follow the same recorded egocentric sequence under two fixed language
instructions and repeatedly update the forecast from the latest visual and state observations. The
predicted hand trajectories and proximity cues adapt as the observed interaction unfolds. When the
requested instruction differs from the recorded continuation, the forecast should be interpreted as an
instruction-conditioned interaction proposal rather than a prediction of the recorded future.

Closed-loop execution in a physics simulator. We further examine whether the structured forecast
can serve as a reference for downstream interaction. In physics simulation, the predicted articulated
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“The person picks up the black Pepsi can from the desk with the right hand.”

“The person picks up the light blue computer mouse from the desk with the right hand.”

Figure 5: Streaming forecasting on recorded video. As new observations arrive, the predicted
interaction trajectory conditioned on the prompt adapts to the evolving scene. The clip is recorded at
24 Hz, so the 32-frame forecast spans 1.33 s.

Fo
re
ca
st

Ex
ec
ut
io
n

Tick 2 Tick 8 Tick 11 Tick 12 Tick 16

Figure 6: Closed-loop simulated execution. Predicted hand motion and proximity cues are repeatedly
converted into control actions, executed in simulation, and updated from the resulting observations.

Table 3: Forecast grounding. State condition-
ing improves articulation, while wrist rebasing
improves global hand placement. Errors are in
cm; rows use the stock generator (Table 8).

Cond. Rebase Avg↓ Final↓ Artic.↓
× × 9.33 13.19 4.05
✓ × 8.90 13.01 3.45
× ✓ 7.82 12.47 4.05
✓ ✓ 7.49 12.37 3.45

Table 4: Denoising readout. Different readouts
reveal a trade-off between single-forecast accu-
racy and distributional sample quality. Avg, Final,
and ES are in cm.

Readout Avg↓ Final↓ ES↓ Contact AP↑
1 7.5 12.4 8.25 0.969
2 8.1 13.6 8.11 0.965
3 8.5 14.2 8.05 0.959
4 8.5 14.4 7.98 0.955

hand trajectory provides a motion reference, while joint-wise proximity guides contact-aware refine-
ment through model predictive control (MPC). After executing a short motion prefix, the resulting
rendered observations and executed hand and camera states are fed back to the forecaster to produce
the next interaction trajectory. Figure 6 shows this closed-loop process and demonstrates how the
forecast can be consumed by a downstream controller. This experiment illustrates the forecast
interface in closed loop rather than serving as a manipulation benchmark. The MPC formulation and
execution protocol are described in Appendix E.4.

4.3 ABLATION STUDIES

Forecast grounding. We first isolate the two mechanisms used to ground the structured forecast
in the observed state. Table 3 shows that state conditioning and state-relative wrist rebasing play
complementary roles. Conditioning primarily improves wrist-relative articulation, whereas rebasing
accounts for most of the reduction in global trajectory error by anchoring the forecast to the observed
wrist. Combining both gives the strongest overall Avg and Final errors, supporting the distinction
between conditioning the decoded motion and correcting its global placement.

Denoising readout. Table 4 compares structured forecasts extracted at different denoising stages.
The first readout achieves the strongest single-forecast hand accuracy and future-contact prediction,
motivating its use for quantitative forecasting. Later readouts obtain lower ES despite higher point
error, revealing a different trade-off between single-forecast accuracy and distributional sample
quality. Streaming visualization and simulated execution instead use the final readout so that the
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structured trajectory accompanies the completed video rollout; this choice does not imply superior
forecasting or control performance.

5 CONCLUSION

We presented a streaming 4D interaction forecaster that exposes the predictive representations of
an autoregressive video model as structured trajectories of articulated hands, egocentric camera
motion, and hand-object proximity. A state-grounded 4D decoder extracts these trajectories from
predictive video features, while incoming visual and state observations continually update the forecast
as an interaction unfolds. Experiments across four egocentric motion-capture datasets demonstrate
improved articulated hand and proximity forecasting and highlight the complementary roles of state
conditioning and trajectory grounding. Qualitative results further show streaming forecasting on
recorded video and the use of predicted motion and proximity as references for contact-guided
interaction in physics simulation. Limitations are provided in Appendix G.

AI USE STATEMENT

We used generative AI tools (large language model assistants) to assist with code implementation and
testing, experimental design and parameter selection, and manuscript editing and presentation. All
AI-assisted code and analyses were reviewed and verified by the authors, and all scientific claims,
experimental choices, and manuscript content were critically evaluated and approved by the authors.
The authors take full responsibility for the final content of this work, including any text, code, or
artifacts produced with the aid of generative AI.

REPRODUCIBILITY STATEMENT

Architecture, decoder design, training-feature construction, loss weights, and optimization settings
are provided in Appendix A, with backbone feature-extraction and denoising-readout details in
Appendix A.1. Appendix B specifies the evaluation set, forecasting metrics, camera metrics, and
proximity/event protocols. Streaming updates, runtime measurements, and simulated execution are
described in Appendix E. All training and evaluation datasets are publicly available. We will release
the code, trained structured decoder, and evaluation clip lists.
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A IMPLEMENTATION DETAILS

A.1 BACKBONE AND READOUT

We use Wan2.2-TI2V-5B (Team Wan et al., 2025) within the autoregressive LongLive-2.0 frame-
work (Chen et al., 2026c), and extract intermediate features from the 16th of its 30 transformer blocks.
Eight observed latents condition eight future latents, corresponding to a 32-frame prediction horizon.

The future block is generated with the released four-step distribution-matching-distillation (DMD)
schedule (Chen et al., 2026c). The shift-5 flow schedule uses timesteps t ≈ {999, 938, 833, 625},
with corresponding noise levels σ = t/1000. We use these same noise levels when constructing
decoder training features through Qdeploy (Appendix A.5).

Readout k denotes features extracted during the k-th denoising call. The first readout (t ≈ 999)
is taken before any update to the future latent block, whereas the final readout (t ≈ 625) follows
three latent updates. Quantitative forecasting uses the first readout, while streaming visualization and
simulated execution use the final readout. Appendix D.1 describes the readout-selection procedure
and sensitivity analysis.

A.2 DECODER

The 4D state decoder contains 12 transformer blocks with hidden width 1024, feedforward width
4096, and 16 attention heads. Backbone features have width 3072. At each output frame, the decoder
maintains two hand queries, 42 joint queries, and one camera query, together with four register tokens
per latent frame. After the 12 blocks, the hand, joint, and camera query streams each pass through
two additional temporal blocks, each consisting of self-attention over time and a feedforward layer,
before the prediction heads.

Video features are projected from the backbone width to the decoder width with a normalized linear
layer and augmented with viewing-ray and observation/forecast type encodings. The viewing-ray
encoding maps the azimuth and elevation of the unit ray through each spatial token center, computed
from normalized camera intrinsics, through eight Fourier-feature octaves followed by a small zero-
initialized MLP. The same spatial encoding is shared across latent frames. A two-entry zero-initialized
learned embedding distinguishes observed and forecast latents. All forecast readouts share the same
entry, and the decoder receives no denoising-timestep embedding.

A.3 MIXED-PNP TRANSLATION

Following ACE-Ego-Hand (Liu et al., 2026b), we recover metric hand translation by combining
learned optical depth with a geometric solve for the two in-plane translation components. The hand
query predicts ζ, which determines the depth of the MANO translation origin as

tz = fx exp(ζ), (10)

where fx is the normalized focal length.

Let Jj = (Xj , Yj , Zj)
⊤ denote a MANO joint after applying the predicted pose and shape, but

before global translation. Its depth after translation is zj = Zj + tz . The corresponding predicted 2D
keypoint (uj , vj) defines the viewing direction

bxj =
uj − cx

fx
, byj =

vj − cy
fy

, (11)

where the keypoints and intrinsics use the same normalized image coordinates.

With tz fixed, projection is linear in tx and ty. Minimizing reprojection error over valid correspon-
dences yields

tx =

∑︁
jmj(b

x
j zj −Xj)/z

2
j∑︁

j mj/z2j
, ty =

∑︁
j mj(b

y
j zj − Yj)/z

2
j∑︁

jmj/z2j
, (12)

where mj is a binary validity mask. We retain joints with depth greater than 0.05 m and 2D keypoints
lying at least 0.02 inside the normalized image boundary. The solve changes only the in-plane
translation; predicted depth, rotation, and articulation remain unchanged.
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Table 5: Training data. Clip counts in the training split, label provenance per source, whether
joint-to-object proximity labels exist, and the per-corpus sampling weight (drawn with replacement).
VITRA contributes observation-only windows.

Dataset Clips Hand Camera Proximity Weight

ARCTIC 4,663 annotated annotated ✓ 0.063
HOT3D 11,456 annotated annotated ✓ 0.135
OakInk2 22,204 annotated annotated ✓ 0.187
TACO 9,015 annotated annotated ✓ 0.136
EgoDex 91,664 estimated estimated – 0.120
VITRA 459,084 estimated estimated – 0.359

We accept the solution when at least six valid correspondences are available and the reprojection
RMS is at most max(15 px, 0.25d), where d is the predicted 2D keypoint bounding-box diagonal.
Otherwise, we use a wrist-ray fallback with the same predicted depth and shape. Let wβ denote
the MANO origin-to-wrist offset for the predicted shape. The wrist depth is zw = tz + wβ,z . We
unproject the predicted 2D wrist keypoint at depth zw and subtract wβ to recover the MANO-origin
translation. Gradients propagate through the selected branch with a detached branch-selection gate.

A.4 TRAINING DATA

Table 5 summarizes the training sources, including the number of clips in each training split, the
provenance of hand and camera labels, availability of object geometry for proximity supervision, and
the sampling weight assigned to each corpus. Sampling is performed with replacement, and each loss
term is applied only when its required annotations are available. Hand pose and translation targets
are temporally smoothed with a Savitzky–Golay filter followed by a Gaussian filter (σ = 1 frame).
Training applies horizontal flipping with probability 0.5 and, for half of the clips, a centre crop by a
factor sampled uniformly from [0.55, 1] with the intrinsics adjusted accordingly.

A.5 TRAINING FEATURES

Decoder training uses both observed-only windows and windows with annotated future continuations.
For samples with a future continuation, the observed context remains clean while the recorded future
latent is corrupted to match the noise levels encountered at deployment:

zσ = (1− σ)zgt + σϵ, ϵ ∼ N (0, I), σ ∼ Qdeploy. (13)

Here, Qdeploy samples the denoising noise levels defined in Appendix A.1. This construction exposes
the decoder to the same feature regimes used at inference while retaining supervision from the
recorded future. At evaluation, the future continuation is withheld and generated by the video
backbone.

For state conditioning, anchor availability is sampled independently for each training window: no
state anchors with probability 0.2, only the last observation frame state with probability 0.4, and state
anchors at every observed latent boundary (frames 0, 4, . . . , 28) with probability 0.4. Hand and joint
anchors are additionally masked according to per-frame annotation validity.

A.6 OPTIMIZATION

We optimize the decoder using the multi-task objective described in Sec. 3.3. Loss weights are 1.0
for wrist-relative forward-kinematic and joint-token supervision, 0.5 for camera-frame joints, 0.2 for
wrist position, 0.1 for translation, rotation, 2D keypoints, reprojection, and camera pose, 0.05 for
existence, acceleration, and proximity, 0.025 for visibility, and 0.01 for shape. Missing annotations
are handled with per-loss validity masks.

Placement and 2D losses are linearly warmed up over the first 1500 optimization steps. We train with
a learning rate of 2× 10−4, 500 learning-rate warmup steps, effective batch size 16, and a 40K-step
cosine schedule. The video backbone remains fixed throughout decoder training.

15



Preprint. Under review.

A.7 GENERATOR ADAPTATION

For forecasting, we adapt the video backbone to egocentric video using LoRA (Hu et al., 2022),
while keeping the trained 4D state decoder fixed. The domain adapter uses rank 128 and scaling
128. Observed-state reconstruction uses the base backbone without this adapter. Importantly, the
structured decoder is not retrained on features from the LoRA-adapted backbone.

B EVALUATION PROTOCOL

B.1 EVALUATION SET

The evaluation set contains 291 clips: 34 from ARCTIC, 84 from HOT3D, 25 from OakInk2, and
148 from TACO. We evaluate three forecast origins per clip, at frames 28, 36, and 44, yielding up to
873 forecast points. A forecast point is retained for a given horizon only when both hands have valid
annotations at the origin and throughout the full horizon. Aggregate results weight the four corpora
equally by averaging per-corpus means.

B.2 HAND FORECASTING

We evaluate two wrists and ten fingertips in the camera frame of the last observation, without future
scale fitting. For a forecast horizon of H frames, Avg is the mean Euclidean error over all 12 keypoints
and all future frames, while Final measures the same error at frame t+H .

For stochastic forecasts, Avg and Final are first computed independently for each of ten samples
and then averaged across samples. These metrics therefore measure the expected error of drawing a
single forecast rather than the error of an averaged trajectory.

Best-K measures sample-set coverage through oracle selection. For each subset of K samples, we
select one complete two-hand trajectory using the recorded future: Best-K Avg selects the trajectory
with the lowest Avg error, while Best-K Final selects the trajectory with the lowest endpoint error.
Reported Best-K scores average over all K-subsets of the ten generated samples.

Persistence holds the annotated current hand pose fixed throughout the forecast horizon. For state-
relative evaluation, each predicted hand trajectory is translated so that its decoded wrist at the forecast
origin matches the annotated current wrist; articulation and orientation are unchanged. No forecasting
result substitutes an estimated current state for the annotated state.

For samples X1, . . . , XK , recorded trajectory Y , and trajectory distance d, we additionally report the
fair energy score (Shahroudi et al., 2024):

ˆ︂ESfair = 1

K

K∑︂
r=1

d(Xr, Y )− 1

2K(K − 1)

∑︂
r ̸=s

d(Xr, Xs). (14)

We define the trajectory distance as

d(X,Y ) =
∥X − Y ∥2√

12H
, (15)

where each trajectory stacks H future frames, 12 keypoints, and three coordinates. This gives an
RMS-style whole-trajectory distance, reported in cm, and differs from Avg, which averages per-
keypoint Euclidean distances. For a deterministic forecast, ES reduces to d(X,Y ). The fair estimator
excludes self-pairs; lower is better.

B.3 OBSERVED GEOMETRY

All methods are evaluated on 61 observed frames. Baselines process the full sequence jointly, while
our decoder uses overlapping windows spanning frames 0-28, 16-44, and 32-60. Hand outputs are
cross-faded across overlapping windows; camera estimates use the first and last windows. State-
conditioned rows receive observed states at frames 28, 44, and 60.

Following ACE-Ego-Hand, metrics with the suffix “-p” penalize missed on-screen hands by replacing
them with a canonical hand at the camera origin, while +OOS additionally scores out-of-view hands.
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Image-plane EPE assigns the image diagonal to missed detections. GO is the global hand orientation
error and CT the wrist translation error in the camera frame. Temporal jitter is reported in mm/frame2.

B.4 CAMERA METRICS

Camera trajectories are expressed relative to frame 60. Rot and Tr are the rotation and translation
errors of the per-frame camera pose in this reference frame, and ATE-S is the absolute trajectory error
of the camera centres after a similarity alignment that estimates a global scale. Camera evaluation
excludes EgoDex and VITRA because their camera trajectories are estimator-derived rather than
annotated.

B.5 OBSERVED PROXIMITY

Observed proximity labels are computed from annotated hand geometry and object surfaces using
a 2 cm threshold. HACO predicts dense hand-surface contact; we pool its vertex probabilities into
21 joint regions per hand for comparison with our joint-wise output. Pooling rules and decision
thresholds are fixed using a disjoint calibration split.

B.6 FUTURE PROXIMITY AND EVENTS

Future proximity labels are computed from mean-shape MANO joint centers using the same 2 cm
threshold to object surfaces. We evaluate two forecast seeds independently and average their scores
over frames t+ 1 through t+ 32 at origins t ∈ {28, 36, 44}. A hand-frame is included only when
labels are available and the hand is inside the image.

A hand is considered in contact when at least one joint is within the proximity threshold. We reduce
the predicted joint-wise probabilities to a hand-level score by taking the maximum over joints. Binary
metrics use a threshold of 0.5, while AP uses the continuous hand-level score. Hand-frames are
pooled within each corpus before corpus-level aggregation.

For event evaluation, onset is defined for hands that are initially out of contact and release for hands
that are initially in contact. The first predicted transition within the horizon defines the predicted event
time. Precision and recall evaluate whether an event is detected; timing error is the absolute difference
between predicted and recorded event times and is computed only when both occur. Missed events
therefore reduce recall rather than contributing a timing error.

The recorded-state persistence baseline keeps the ground-truth current contact state fixed over the
horizon, while estimated-state persistence holds the model’s estimated current state fixed. Event
metrics pool hand-origin pairs across the four corpora rather than averaging per-corpus scores. These
labels measure geometric proximity rather than physical contact force or grasp stability.

C OBSERVED-STATE RECONSTRUCTION

Although our primary task is future interaction forecasting, the same decoder also produces structured
states for observed frames. We evaluate this observed-state readout to verify its geometric and
proximity predictions independently of forecasting. We compare articulated hand and camera
recovery against video-based reconstruction methods, and joint-wise proximity against a dedicated
contact estimator. Evaluation protocols and metric definitions are provided in Appendix B, and
extended qualitative comparisons appear in Appendix F.

C.1 HAND AND CAMERA RECOVERY

Table 6 evaluates hand and camera reconstruction over 61 observed frames. Hand metrics cover
detection, articulated pose, image-plane and metric placement, and temporal stability, while camera
metrics evaluate recovered viewpoint motion. Full metric definitions and handling of missed or
out-of-view hands are provided in Appendix B.3.
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Table 6: Observed-video reconstruction. Hand and camera recovery on shared held-out ARCTIC
s05 and four-corpus means. K: intrinsics; S: supplied hand state (grey rows, excluded from bolding).

Method Input F1↑ 3D pose (mm) Placement Jitter↓ Camera

MPJPE-p
↓

PA-p
↓

+OOS
↓

EPE
px↓

GO
deg↓

CT
cm↓

Rot
deg↓

Tr
cm↓

ATE-S
cm↓

ARCTIC s05: held out by every method
HaWoR K 96.3 32.6 7.4 71.4 38.2 24.8 7.2 20.79 1.4 26.4 2.3
Dyn-HaMR K 90.2 42.3 10.9 106.9 86.4 32.5 20.7 25.56 5.8 38.6 3.2
ACE-Ego-Hand K 100.0 12.5 6.6 21.5 10.6 10.6 4.9 4.51 – – –
Ours K 97.6 17.4 7.6 24.9 29.8 15.9 4.2 7.49 2.2 2.3 0.9
Ours + state K+S 97.6 13.8 6.2 22.2 29.5 12.1 3.8 7.79 2.3 2.3 0.9

Mean over four motion-capture corpora
HaWoR K 97.2 25.8 7.9 38.5 35.9 19.6 7.0 16.20 1.1 9.8 0.9
ACE-Ego-Hand K 100.0 13.0 6.5 15.8 8.6 8.8 4.0 2.69 – – –
Ours K 98.8 15.0 6.5 17.8 21.2 12.2 3.2 5.38 1.6 1.9 0.7
Ours + state K+S 98.8 11.1 4.9 14.0 20.2 8.8 2.9 5.42 1.6 1.9 0.7

Table 7: Observed joint proximity. Joint-level AP using true-geometry proximity labels on the
146-clip test half; the other half is the calibration split.

Method ARCTIC Mean

Chance 0.23 0.23
HACO 0.72 0.58
Ours 0.85 0.89

Table 8: Generator adaptation. Paired comparison of the stock and ego-adapted generators with
the structured decoder fixed: state-relative single-forecast errors in cm over 291 clips at the 1.07 s
horizon. ∆Final is the paired ego−stock endpoint difference with a 95% recording-level bootstrap
interval (2000 draws, resampled within each corpus).

Readout Generator Avg↓ Final↓ ∆Final [95% CI]

First stock 7.49 12.37 –
First ego 7.48 12.38 +0.00 [−0.20,+0.20]

Final stock 9.81 16.58 –
Final ego 8.54 14.37 −2.21 [−2.58,−1.80]

C.2 OBSERVED JOINT PROXIMITY

Table 7 evaluates the decoder’s joint-wise proximity output on observed video using annotated hand
and object geometry. Our readout substantially outperforms HACO (Jung & Lee, 2025) in joint-level
AP across the evaluation corpora. Unlike the future-proximity evaluation, these labels use annotated
hand geometry directly rather than mean-shape MANO joints.

D FORECASTING ANALYSES

D.1 READOUT SELECTION

We select the first denoising readout for quantitative forecasting using a separate set of EgoDex clips
outside the main evaluation. On this selection set, the first readout gives the lowest state-relative
endpoint error among the evaluated readouts. Table 4 shows the same trend on the main evaluation:
the first readout gives the strongest single-forecast hand accuracy and future-contact prediction,
while later readouts achieve lower ES. We therefore use the first readout for quantitative forecasting.
Streaming visualization and simulated execution use the final readout so that the structured trajectory
is aligned with the completed video rollout.
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Table 9: Forecasting by motion magnitude. State-relative first readout with the ego-adapted
generator, binned by recorded 32-frame wrist displacement. Distances are in cm; cosine scores
motion direction, and Final wins compare endpoint error against persistence. N counts correlated
hand-origin pairs.

Motion bin N
Mean wrist motion Cosine Avg error↓ Final wins (%)

Recorded Predicted Ours Persistence

< 3 439 1.2 4.5 — 3.56 1.50 14
3-10 555 6.2 6.0 0.44 4.94 5.51 59
10-20 459 14.5 8.6 0.61 7.80 10.49 82
> 20 293 29.3 12.4 0.64 13.60 18.81 85

Table 10: Dependence on predictive forecast features. Forecast-block features are replaced with
features from another clip while observation features, state anchors, and intrinsics remain unchanged.
Errors are in cm on 80 clips, two forecast origins, and two seeds, with the stock generator.

Readout Forecast features Frame +1 ↓ Avg16 ↓ Avg32 ↓
First matched clip 1.6 5.0 8.2
First other clip 10.4 11.2 12.9

Final matched clip 1.7 6.4 10.6
Final other clip 12.4 15.2 17.6

D.2 GENERATOR ADAPTATION

We evaluate the effect of the egocentric LoRA while keeping the structured decoder fixed (Table 8).
Adaptation leaves the first readout used for quantitative forecasting essentially unchanged, while
substantially improving the final readout. This suggests that egocentric adaptation primarily affects the
generated future as denoising progresses rather than the earliest predictive representation consumed
by our default forecaster.

D.3 MOTION MAGNITUDE AND PERSISTENCE

Table 9 analyzes forecasting performance as a function of recorded wrist displacement. Persistence
is strongest for nearly stationary hands, while our forecast becomes increasingly advantageous as
motion magnitude grows. For the largest motions, the model still tends to underestimate displacement,
indicating a conservative motion bias. We also evaluate a damped constant-velocity baseline tuned on
EgoDex; the selected velocity weight is zero, reducing it to persistence.

D.4 IMPACT OF FORECAST FEATURES

We test whether the structured decoder uses the forecast-block representation by replacing forecast
features with layout-compatible features from another clip while keeping the observation features,
state anchors, and intrinsics fixed. Table 10 shows that mismatched forecast features substantially
degrade prediction at both the first and final readouts. This confirms that the decoder relies on
clip-matched forecast features rather than only on the observed context and supplied states.

E STREAMING AND RUNTIME

E.1 OBSERVATION UPDATES

Each streaming update forecasts 32 future frames from the most recent 29 observed frames. Updates
occur after eight new observations arrive, so the next context retains 21 frames from the previous
window and appends eight new frames. The current implementation re-encodes the full observation
window at every update. Generated future frames are replaced with newly observed RGB frames and
available hand and camera states which are then used to advance the forecast.
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Table 11: Live model request runtime. Mean seconds per update over 48 eager requests during
simulated execution, including the first. RGB display decoding is optional; controller and simulator
time are excluded.

Component Mean time (s)

TAE encoding: 29 observed frames 0.008
Video generation: context, four steps, cache update 0.802
Hand/proximity decoding 0.123
TAE RGB display decoding 0.018
Request overhead 0.076

Model request total 1.027

Table 12: Runtime ablations. Seconds at 352×640 on an RTX PRO 6000 Blackwell. (a) Component
means over 15 calls. (b) Warm in-process means over nine calls with TAE. Requests include hand
and RGB decoding; startup is excluded.

(a) Video autoencoder

Operation VAE TAE

Context encoding 0.915 0.008
RGB display decoding 5.604 0.028

(b) Backbone compilation with TAE

Measurement Eager Compiled

Video generation 0.818 0.488
Model request 0.990 0.659

E.2 LIGHTWEIGHT VIDEO AUTOENCODER

For streaming forecast, we replace the full video autoencoder with the 11.4M-parameter
lighttaew2_2 tiny autoencoder (TAE) (LightX2V Team, 2026). It uses 48 latent channels,
16× spatial compression, 4× temporal compression, and Wan’s channel normalization. Its encoder
preserves the latent format expected by the video backbone, allowing the generator and 4D state
decoder to remain unchanged. The TAE also accelerates optional RGB decoding for visualiza-
tion, although structured hand and proximity readout does not require decoded video. Quantitative
evaluations use the full video autoencoder. TAE is used only for the streaming deployment.

E.3 MODEL RUNTIME

Table 11 reports the runtime of the model request during simulated execution at BF16 and 352× 640
resolution on an RTX PRO 6000 Blackwell. The request includes observation encoding, video
generation, structured decoding, optional RGB decoding, and request overhead.

Table 12 separately measures the effects of the lightweight autoencoder and backbone compilation.
The TAE substantially reduces observation encoding and RGB decoding time, while compilation
reduces the cost of the video-generation request. Even with these optimizations, model latency
remains above the eight-frame update interval. We therefore use “streaming” to denote causal forecast
updates from incoming observations rather than real-time throughput.

E.4 SIMULATED EXECUTION

We demonstrate one way to consume the structured forecast in closed loop using MuJoCo (Todorov
et al., 2012). A calibrated fixed camera observes an articulated MANO hand with a floating wrist and
45 finger coordinates. At each update, the forecast provides a state-relative hand-motion reference
over the 32-frame horizon. Model predictive control (MPC) optimizes bounded wrist and finger
residuals around this reference, executes the first eight frames, and returns the resulting rendered
observations and executed states to the next forecasting step.

Each simulated candidate is scored by

J = Jmodel + Jtrack + Jcontact + Jsmooth + Jpenetration + Jforce. (16)

Jmodel penalizes deviations from the decoded trajectory, while Jtrack measures tracking under
simulated dynamics. Jsmooth regularizes changes in the control residual, and Jpenetration and Jforce
discourage undesirable contact.
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Predicted joint-wise proximity enters the contact term through the per-finger score pf,d =
maxj∈d cf,j . For finger-to-object surface gap gf,d,

Jcontact =
wc
H

H∑︂
f=1

∑︁
d pf,d

(︂√︂
1 + (g+f,d/d0)

2 − 1
)︂

max(1,
∑︁
d pf,d)

, (17)

where g+ = max(g, 0). We use wc = 24 and d0 = 4 cm. The controller uses simulator geometry
and dynamics, but does not use a target object pose, lift reward, or scripted grasp trajectory. This
controller is specific to the simulation demonstration and is not required for streaming or recorded
video forecasting.

F ADDITIONAL QUALITATIVE RESULTS

F.1 RECONSTRUCTION COMPARISON

Figures 7 and 8 extend the observed-state reconstruction comparison of Figure 4 across all four
evaluation corpora and an in-the-wild VITRA clip. For each clip, we show projected hand overlays
together with 3D views containing the recovered hands, camera frusta, and wrist trajectories. Our
decoder additionally predicts joint-wise proximity (yellow), which the reconstruction baselines do
not provide.

F.2 FORECAST COMPARISON

Figure 9 extends the forecasting comparison of Figure 3 with additional sequences. Each block
shows the input frame and the supplied current hand state, forecasts at three horizons for our one-
and 29-frame configurations, VITRA, Being-H0, and persistence with ground-truth outlines overlaid,
and a 3D overlay of all methods. VITRA is evaluated only through t+16.

F.3 SIMULATED EXECUTION

Figure 10 shows three additional closed-loop episodes with the forecast and the executed simu-
lator state at selected updates. Contact-guided MPC and the execution protocol are described in
Appendix E.4.

G LIMITATIONS AND FUTURE WORK

Forecasting. Our structured forecast is ultimately bounded by the predictive quality of the un-
derlying video model. Errors, hallucinations, or prompt non-adherence in the predicted future can
propagate to the decoded hand motion, camera motion, and proximity cues. Proximity supervision
is derived largely from motion-capture corpora with rigid object geometry, which may limit gener-
alization to thin, deformable, or geometrically ambiguous objects. Extending the structured state
with explicit object tracking, together with supervision from more diverse object geometries and
interaction types, is a natural direction for future work.

Streaming and efficiency. Our use of “streaming” refers to causal forecast updates as new observa-
tions arrive rather than real-time execution. Each update currently re-encodes the observation window
and generates a new future block, so model latency remains longer than the observation-update
interval.

Interaction and downstream control. The structured forecast predicts geometric proximity rather
than physical contact, and therefore does not directly model forces, grasp stability, or object dynamics.
This is reflected in weaker release prediction and limits how directly the proximity cue can be used
for manipulation. The simulated controller also relies on privileged geometry and dynamics and is
intended only to demonstrate how predicted motion and proximity can be consumed downstream.
Extending the representation toward richer contact and object dynamics, and evaluating closed-loop
execution on physical systems, are natural directions for future work.
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Figure 7: Observed-state reconstruction comparisons. Each corpus block shows image overlays
(top) and 3D views with camera frusta and wrist trajectories (bottom) for GT, our decoder, ACE-Ego-
Hand, and HaWoR. Yellow joints mark ground-truth and predicted proximity; among the compared
methods, only our decoder predicts joint-wise proximity alongside geometry.
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Figure 8: Observed-state reconstruction comparisons. Each corpus block shows image overlays
(top) and 3D views with camera frusta and wrist trajectories (bottom) for GT, our decoder, ACE-Ego-
Hand, and HaWoR. Yellow joints mark ground-truth and predicted proximity; among the compared
methods, only our decoder predicts joint-wise proximity alongside geometry.
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Figure 9: Hand articulation forecasting comparisons. Each block shows the input frame and
supplied current hand state (left), forecasts at t+8, t+16, and t+32 for our one- and 29-frame
configurations, VITRA, Being-H0, and persistence with ground-truth outlines overlaid, and a 3D
overlay of all methods (right). VITRA is evaluated only through t+16.
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Figure 10: Additional simulated-execution episodes. Three episodes, each showing the structured
forecast (top) and the executed simulator state (bottom) at selected updates. At each update, contact-
guided MPC refines the forecast reference, the simulator executes an eight-frame prefix, and the
rendered observations and executed states condition the next forecast.
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